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Short introduction

• Ubbo Visser 

– Office: Ungar Building, Room No 330A 

– Phone: 305-284-2254 

– Email: visser@cs.miami.edu (preferred 
especially if mail contains any attachment) 

– Office Hours: by appointment

• Stations 
– Münster, Brisbane, Bremen 
– Miami 

• Associate Professor 

• Research interests 
– Artificial Intelligence with the focus 

on knowledge representation and 
reasoning.  

– Application areas: the Semantic Web 
and Multi-Agent Systems (Games, 
Robots, RoboCup)
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More introduction...
• Teaching Assistant 

– Chris Duarte 

• Contact Hours 
– Each week there are two 75 minute sessions (TuTh 2:00 pm - 3:15 pm) 
– Classroom: Whitten LC 190 

• Recommended Text Book 
– Artificial Intelligence - A modern approach -  4/3/E, Stuart Russell & Peter Norvig, 

Prentice Hall, ISBN-10: 0-13-604259-7, 0-13-461099-7 

• Course Content 
– Chapters 1 to 6, 18 to 21, plus additional content from other textbooks/courses. If 

time is short, some of the concepts will be omitted. Course material will be uploaded 
before the lecture as .pdf files. 
Check http://www.cs.miami.edu/~visser regularly.
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Grading & general issues

– Grading  
– will be based on 100 points 

– Scoring of Homework Assignments 
– The score of each homework will be mentioned in it.  
– The total score of all homework assignments will be scaled down to 70 

points at the end of the semester for the purpose of final grading. For 
example, if all homework assignments collectively carry 100 points and a 
student gets 90 out of 100, he/she gets 90*70/100 or 63 out of 70 in 
Homework Assignment component for final grading. 

– Class attendance and participation 
– Class attendance is not mandatory, although my exams will depend heavily 

of my lectures. Not all of the material will come from the text. Class 
participation is also important. Active interest in lectures is the easiest way 
to learn. 
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General issues (2)

– Plagiarism 
– The penalty for copied homework of any kind can be immediate failure in 

the course. My policy on programs is as follows: There is no reason for two 
(or more) people handing in identical or nearly identical programs. I will 
regard such programs as either group-written or simply copied. If I have 
no hard evidence of copying, such programs will receive NO credit. 
More serious actions will be taken in cases where there is evidence of 
cheating. 

– Late programs 
– Unless otherwise stated, programs will lose 20% of their value for each 

weekday (Monday through Friday) that they are late, down to a minimum 
value of 20%. The due date of a program is the latest date on which it can 
be run to get full credit. 
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General issues (3)

– Dropping the course 
– Unless there are extreme extenuating circumstances, I will not allow 

anyone to drop a course after the drop date. Poor academic performance 
will never be an acceptable reason for a late drop. 

– Incompletes 
– Unless there has been a documentable illness that caused you to miss 

substantial amounts of class and computer time, I will not give an 
incomplete grade in this course. Therefore, please do NOT waste my 
time asking about an incomplete grade unless you have a remarkably good 
reason. 

– Make-up exams 
– I do not give make-up exams. You simply must show up and take them at 

the specified times.
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Textbook

Stuart Russell & Peter Norvig 

Artificial Intelligence: A Modern 
Approach, 4th edition. 

Prentice-Hall, 2020 
ISBN 0-13-461099-7 
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Artificial Intelligence

1. What is AI? 
2. Intelligent agents
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1. What is AI? 
 

Some areas of AI

Expert systems
Natural language 

systems

Vision

Robotics

Automatic proof 
systemsMachine 

learning

Automatic 
programming

Applications in 
cognitive  

psychology

Logics

Linguistics
Psychology

Optics

Pattern recognition

Mechanical 
engineering

Logics

Program 
verification

System 
programming

Linguistics

Applied 
Sciences
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Some methods of AI

Heuristic 
search

Neural networks

Problem 
Solving; 

Reasoning

AI languages and 
systems

Biology

Neurology

Physiology

Logics

Theory of 
programming 
languages

Parallel systems

Combinatorics

Graph theory
Knowledge 

representation

Epistemology

Psychology
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Some known definitions

“[The automation of] activities that we 
associate with human thinking, activities 
such as decision-making, problem solving, 
learning…'' (Bellman, 1978)

“The study of mental faculties through the 
use of computational models.''  
(Charniak+McDermott, 1985)

“The study of how to make computers do 
things at which, at the moment, people are 
better.''  
(Rich+Knight, 1991)

“The branch of computer science that is 
concerned with the automation of intelligent 
behavior.''  
(Luger+Stubblefield, 1993)

• Systems that think like humans 
• Systems that act like humans

• Systems that think rationally 
• Systems that act rationally

Source: Russell/Norvig, 1995

„The study of the computations that make it possible to perceive, reason, and act.“ 
(Winston, 1992)
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Thinking like humans

• Cognitive approach: 
how do we think? 
– Introspection 

• i.e. self observation while 
thinking 

– Psychological experiments 
– If theory of mind is correct, 

programs can be written 
– GPS, Newell & Simon 1961 
– Research area: Cognitive 

science

• Separation between AI and 
cognitive science 
– together in early stages 
– today: fruitful discussion 
– e.g. vision, natural language, 

learning
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Acting like humans

• Turing Test 
– Alan Turing 1950 
– Definition of intelligence 

• Computer need for this: 
– Processing of natural 

language 
– Knowledge representation 
– Inference mechanisms 
– Learning methods

• Total Turing Test 
– so far: no physical 

interaction necessary 
– here: video signal to test 

perception ability 

• Thus: 
– Understanding images 
– Robotics
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Rational thinking

• “Law of thoughts” 
– Aristotle's Syllogism as first 

“Logic” 
– Given: correct preconditions 
– Result: correct conclusion 

• Example 
– All men are mortal 
– Socrates is a man 
– …?

• Two problems with this 
approach 
– Transformation of non-formal 

knowledge in formal knowledge 
is difficult (e.g. accuracy) 

– Big difference between problem 
solving in principal and in 
practice
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Acting rational

• Rational agent 
– Agents act autonomous, perceive 

etc. 

– Rational agents act using the 
‘best outcome’ principle 

– If uncertainty is given: best 
expected outcome 

– Law of thoughts – approach is 
based on correct inferences

– This is sometimes part of a 
rational agent but not vice versa 

– Skills for Turing Test exists 

• AI and rational agents have 
two advantages 
– More general as “LoT” 
– Better as e.g. behavioral 

approaches because rationality is 
defined
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Contribution of sciences

• Philosophy (428 BC – today) 
– Aristotle, induction, logics 

• Mathematics (~800 – today) 
– Algorithms: 

“Entscheidungsproblem”, NP-
completeness, Probabilities 

• Economy (1776 – today) 
– Utility functions, decision 

theory, OR, game theory, MDPs 

• Neurosciences (1861 - today) 
– Parallel processing, neurons

• Psychology (1879 – today) 
– Behavior, cognitive psychology 

• Computer (1940 – today) 
– Zuse’s Zn, OS 

• Control theory and Cybernetics 
(1948 – present) 
– stable systems, max. goal 

functions 

• Linguistics (1957 – today) 
– NLP, knowledge representation



17

Short History of AI

• Pre-AI (1943-1955) 
– McCulloch & Pitts 

• Birth of AI (1956) 
– Dartmouth conference 

• Enthusiasms (1952-1969) 
– Physical systems based on 

symbols, LISP 

• Reality (1966-1973) 
– Only syntactic manipulation, 

intractability 

• Knowledge based systems 
(1969-1979) 
– weak AI, GPS, expert systems

• AI as industry product (1980-
today) 
– R1 at DEC, many firms XEROX, 

Boeing, TI,… 

• Neuronal networks are back 
(1986 – today) 
– Backpropagation 

• AI as science 
– HMM, Data Mining, Bayes 

• Intelligent agents 
(since 1995) 
– SOAR, agent based view on AI 

• Self-driving cars 
(since 2009) 
– SOAR, agent based view on AI 



Short History of AI
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1973: Reduced
funding for AI
due to lack of
promised
progress in 
Britain

world
wide 
web

1950’s1940’s

1949:
 “The Manchester Baby”

runs its first program

1950: The Imitation Game
Computing Machinery and Intelligence
by Alan Turing

1957: General Problem Solver
Means-End Problem Solving
Newell, Simon, & Shaw

1956:  The first AI program
Logic Theorist - prove theorems in 
symbolic logic from Whitehead 
and Russell's Principia Mathematica
Created by Newell & Simon

1960’s

1964: ELIZA Chatbot
Natural Language Processing
Created by Weizenbaum

1970’s

1943: “Artificial Neurons”
A Logical Calculus of the Ideas
Immanent in Nervous Activity
by McCulloch & Pitts

1970: “From three to eight years we will have a machine
with the general intelligence of an average
human being” -Marvin Minsky

1980’s

1987: A new architecture of cognition
“Parallel Distributed Processing”
Feldman, Hayes, McClelland, Rumelhart

1965: DENDRAL
Expert System:

hypothesis formation and science
Inferences & Logical Conclusions

Feigenbaum & Lederberg

1972: MYCIN
“The granddaddy of expert systems”

- Newell Simon
Expert System: Blood Disease Diagnosis

with a 65% accuracy Rate

1990’s

“BIG DATA”
 Introduced into the nomenclature

Internet Boom
1990: WorldWideWeb
The first web browser is launched
Created by Tim Berners-Lee

1989: The “web” is invented by Tim Berners-Lee

2000’s

2007: ImageNet
Visual Database designed to use

in visual recognition software research
20,000 categories

2010: “AlexNet”
Convolutional Neural Network

achieves 15.3% error rate with image
 recognition using deep learning

In 2015 it was discovered that the AI
mislabels images featuring

people with dark skin as “Gorrilla”
As a solution, Google+ removes

the Gorilla label entirely.
As of 2023, the label is still

removed from the database

2010’s 2020’s

2002: Digital information
storage surpasses
non-digital information storage 

1986: Back-Propogation for networks
of neuron-like units
“Learning representations by
back-propogating errors”
by Rumelhart, Hinton, & Williams

1989: First successful
application of the
backpropogation algorithm
Used to recognize 
handwritten zip codes
AT&T Bell Labs

1994: GPU 
3D graphics introduced with
the Play Station 1 home gaming console

1955: First AI Workshop Proposed
to be held at Dartmouth in 1956
McCarthy, Minsky, Rochester, Shannon

1976: Physical Symbol System Hypothesis
“Computer science as empirical inquiry
Symbols and Search”
by Newell & Simon

1983: The problem of 
“knowledge acquisition”
acknowledged as a barrier to
AI progress

1988: Shift from rule-based
to probabilistic methods
of machine translation
IBM T.J. Watson
Research Center

  

2020:AlphaFold
OpenAI deep learning

system identifies
three-dimensional

structures of proteins

1997: Deep Blue beats
Grand Master at Chess
IBM Expert System that

used a systematic
brute force system

 

1997: Speech Recognition Software

2000: da Vinci
First robot
surgical system
 

2011: WATSON
created & wins
on Jeopardy!

1952: Program
that can play
Checkers is
developed by
Arthur Samuel*

1955:

“Artificial Intelligence”
 Introduced into the nomenclature

by John McCarthy 

1958: LISP
(List Processing)
First Programming
Language
      Created by:
      John McCarthy

1959:

“Machine Learning”
 Introduced into the nomenclature by Arthur Samuel at IBM

1961: UNIMATE
First Industrial Robotic arm
available commercially
Created by George Devol 

2006:  
“Deep Learning”

1968: The concept now known as “deep learning”
is first introduced by Alexey Ivakhnenko in
“Group method of data handling”

1961: “The Stanford Cart”
first autonomous vehicle 
created by James Adams

1979: The Stanford Cart
successfully navigates a 
room without human
assistance

AI Boom
1980-1987

1980: XCON
First expert system on 
the commercial market
Used to configure
customer orders and
reduce shipping times 

1981: 5th Generation Computer Project
Japan spends $850 million to create computers
that could translate and use human language +
express human-level reasoning 

1971: AARON
Autonomous Drawing Program
creates the first “AI Art” - paints a “turtle”
Designed by Harold Cohen

1986: First Driverless Car
Could drive up to 55 mph

2nd AI Winter
1987-1994

1987: Market for specialized LISP-based hardware collapses
Low consumer, public, and private interest in AI

1988: JABBERWACKY
Amusing chatbot
Created by: Rollo Carpenter,

2002: 
ROOMBA
i-Robot 

2003: Mars Rover
Navigates Mars without
human intervention

2007: UX Algorithms
Used to enhance advertising
and user experience  

2010: XBOX 360 Kinect
First gaming hardware to track body
movements and translate it into gaming directions 

2011: SIRI
Apple releases virtual assistant

2016: SOPHIA
Humanoid Robot becomes the first “robot citizen”
Created by David Hanson Jr.

2018: Language processing AI beats
human intellect on a Stanford reading
and comprehension test for the first time
Created by e-commerce giant Alibaba

2019: AlphaStar
Beats Grandmaster
at StarCraft2

2020:GPT-3
Uses deep learning to

create code, poetry, 
and other language

writing tasks.
OpenAI

2021: DALL-E
OpenAI’s diffusion model generative AI
that can process images to
create accurate captions

1968: SHDRLU
Natural language

processing program that controlled a block world
using English language instructions

created by Terry Winograd

daniellejwilliams.com

A brief 
history of
Artificial 
Intelligence

1975: SAM
Program meant to
“understand” stories run on scripts
Created by Roger Schank

2023: GPT-4
The next iteration of OpenAI’s GPT system
A large multimodal model that accepts
images and texts as inputs.
Passed the Bar Exam scoring in the top 10%

1980: 1st National Conference on Artificial Intelligence
Held at Stanford University, August 18-21 

The “birth of AI” in the wake
of the cybernetics movement
Bringing together the
functioning of machines
and organic beings

"The construction of computer programs 
that engage in tasks that are currently more
satisfactorily performed by human 
beings because they require high-level 
mental processes such as: perceptual 
learning, memory organization and 
critical reasoning.”
- Marvin Minsky

1956: “AI will beat a human at chess
within the next 10 years”
-Herbert Simon

1971: Microprocessor Invented by Ted Hoff
Ushering in the “Golden Age” of Expert Systems

1942: Accelerated code breaking
Alan Turing used the Bombe machine
to decode messages encrypted
using the Enigma machine at an
accelerated pace during WWII

2010: MASSIVE DATA
Access to massive volumes
of data made training systems 
on image classification
and recognition possible

CAT

2011: Video Recognition
Google X uses a neural network of 16,000
computer processors with 1 billion connections 
to browse YouTube. The AI identifies cats as a common image. 

2016: Google AI’s
AlphaGO beats 
Lee Sedol at GO 

2017: AlphaGo Zero
beats AlphaGo using
a self-training model 

1950: THESEUS
Robotic, maze-solving mouse
that could “remember” its path.
Claude Shannon, Bell Labs

1957: The Perceptron learns
to identify shapes; an early
form of machine learning
Created by Frank Rosenblatt

1992: TD-Gammon
Artificial Neural Net 

trained to play
backgammon

IBM

2015: DeepDream
Convolutional Neural Net
that using deep learning

produced hallucinogenic
imagery

1968: Artist Vera Molnar uses punch card instructions to create 
digital art using the Fortran program- the first “dehumanized art”

2016: The Next Rembrandt
Deep learning algorithm
creates realistic portrait style
painting using 3D printing

2014: Generative Adversarial Networks produce completely new images
for the first time rather than working on pre-existing images.
developed by Ian Goodfellow

2004: BigDog
Boston Dynamics creates
dynamically stable quadruped
military robot

2011: WildCat
Boston Dynamics
creates the 
fastest quadruped
robot on Earth

2013:Atlas
First iteration of
the humanoid
robot is created 
for search and
rescue tasks
Boston Dynamics

GENERATIVE AI

2023
The Rise Of

2023: GEMINI
First AI to outperform humans at massive multi-task
language understanding tasks.
Google DeepMind

The birth of
neural networks

1966: SHAKEY
First robot to perceive its surroundings, navigate,
plan a route, adjust for errors, and improve its
abilities using English language communication
Stanford Research Institute

1972: WABOT-1
The first “android”
Walked, communicated in
Japanese and gripped objects
Waseda University

1990:
machine learning shifts from knowledge

driven approaches to
data-driven approaches

1997: KISMET
“Lifelike” social robot inspired by
child developmental psychology
that could recognize and display
emotions

2004: STANLEY
first autonomous vehicle to win the Defense Advanced Research
Projects Agency’s ‘Grand Challenge’ by successfully navigating a 
132-mile course in the Mojave Desert on it’s own
Stanford AI Lab

 coined by Geoffrey Hinton to explain new algorithms
that can be trained to recognize objects and text

in images and videos

2015: SWARM AI
A real-time online tool that makes predictions based on converging information from
various sources within a network predicted the winning horse at the Kentucky Derby
Unanimous AI 

2017: Google Deep Mind AI avatar teaches itself how to walk

1985: RBX5
Using self-learning
software the robot would
advance from simple 
responses to making
predictions about the future
from past events
RB Robot Corporation

  

1989: CYBERFACE
VR glasses created

LeepVR

1989: The terms “Hyperlink” and “hypertext”
are coined by Tim Berners-Lee

“AUGMENTED REALITY”
1990

 Introduced into the nomenclature by Tom Caudell

1974-1980

1st AI Winter Limitations of if-then reasoning apparent
Expert systems based on if-then reasoning failed

because software was hard to maintain and
couldn’t handle novel information

Perceptions failed to live up to expectations
Discoveries made failed to make the promised impact

1964: Facial Recognition
Used “landmarking” techniques
to identify facial features
Created by Bledsoe, Wold, & Bisson

1988: Eigenface
Linear Algebra is used to advance

facial recognition programs
Sirovich & Kirby

  

1993: FERET Program
Developed to create algorithms for automatic face
recognition software and to create a database of faces

1997: Six Degrees
First social media
platform

1963: RAND
First tablet and stylus created

RAND Corporation

Information collected and poster designed
by Danielle J. Williams, PhD | Washington University in St. Louis

starting around the
cybernetics movement SOCIAL MEDIA

“BIG DATA”

1979:
Gammanoid

beats
champion

at back-
gammon

Created by:
Hans Berliner

1949: “Giant Brains:
Or Machines That Think”
Edmund Berkeley compares
machines to human
brains if it were made of
“hardware and wire 
instead of flesh and nerves.” 

1961: SAINT (Symbolic Automatic INTegrator)
heuristic problem-solving program for 
symbolic integration in calculus
Created by James Slagle

1964: STUDENT
Lisp-based program that solved
algebra word problems
Created by Daniel Bobrow

1980: WABOT-2
Humanoid robot that communicated with
people, read music, and played music
on an electronic organ 
Waseda University

1984:
“Winter is Coming”
-Schank & Minsky

1995: A.L.I.C.E.
First chatbot that

also collected data

1997: LSTM
RNN used for handwriting and speech recognition
Created by Hochreiter & Schmidhuber  

1998: FURBY
First pet robot
By Caleb Chung

2017: Dialog Agents
Chatbots programmed in English and designed to negotiate
with each other invented their own language
Facebook AI Research Lab

2018: BERT
First bidirectional unsupervised learning model
for natural language tasks
Created by GOOGLE

mostly complete

1943: Machines and behavior
“Behavior, Purpose, and Teleology" 
by Rosenblueth, Wiener, & Bigelow

1948: 
“Cybernetics”

 the study of control and communication
in the animal and the machine

by Norbert Wiener

1948: 
Mark 1 Prototype

 The first stored program computer also known
as the “Manchester Baby”

A proof of concept to test the first
electronic random-access memory (RAM) device

Built by Tom Kilburn & Freddie Williams

*some sources report the checkers program was developed in 1959

The idea that humans and machines are
essentially the same gives rise to a

project where scientists began to seriously consider
what it would take to develop machines with 

human-like intelligence. 

From cybernetics to AI

41 years after Simon’s prediction

Hoff received the national medal of technology & Innovation in 2010

2023: Alibaba’s Iimproved AI
Updated version that can interpret images, carry
on complex conversations, and answer open
ended questions 

2013:
Word2Vec program that converts language

into math is created by Google
In 2015 it was discovered that the model

produced biased results such as refusing to
categorize women as doctors generating

concerns about biased training data

1998: COMPAS
Software that assigns an
algorithmic score for recidivism
risk is used across several
states to determine sentencing
In 2016, it was shown that
the algorithm was giving
biased assessments based
on race

2005: Mechanical Turk
Service that recruited
humans to hand
label over 3 million
images across
5k categories for 
computer vision tasks
 

1987:
VPL Data Glove
A VR glove that

controlled a virtual hand

1985: Teddy Ruxpin
The World's First Animated
Talking Toy.
Created by Ken Forsse



20

2. Intelligent agents

• In which we discuss the nature of agents, 
perfect or otherwise, the diversity of 
environments, and the resulting menagerie of 
agent types.
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Agents

• Russell und Norvig 
– “An agent is anything that can be viewed as perceiving its 

environment through sensors and acting upon that environment 
through effectors.” 

• Wooldridge und Jennings 
–  A weak notion: Essential properties of agents:  

• autonomy: agents operate without direct intervention of humans, and 
have control over their actions and internal state;  

• social ability: agents interact with other agents (and possibly humans) 
via an agent communication language;  

• reactivity: agents perceive their environment and respond in a timely 
and rational fashion to changes that occur in it;  

• pro-activeness: agents do not simply act in response to their 
environment, they are capable of taking the initiative (generate their 
own goals and act to achieve them). 
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Agents

• Wooldridge und Jennings 
– A stronger notion: An agent has mental properties, such as 

knowledge, belief, intention, obligation. In addition, and agent has 
other properties such as:  

• mobility: agents can move around from one machine to another and 
across different system architectures and platforms;  

• veracity: agents do not knowingly communicate false information;  
• benevolence: agents always try to do what they are asked of;  
• rationality: agents will try to achieve their goals and not act in such a 

way to prevent their goals from being achieved.  
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Agents

• Gheorghe Tecuci 
– An intelligent agent is a knowledge-based system that perceives its 

environment, reasons to interpret perceptions, draw inferences, 
solve problems, and determine actions; and acts upon that 
environment to realize a set of goals or tasks for which it was 
designed... 

• IBM 
– One last definition: Intelligent agents are software entities that 

carry out some set of operations on behalf of a user or another 
program with some degree of independence or autonomy, and in 
so doing, employ some knowledge or representation of the user's 
goals or desires. 
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Agents and environments 

• Perception, perception sequence 
• Agent function (abstract) 
• Agent program (concrete)

Agents interact with environments through sensors and actuators. 
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Example 

• Perception: A v B, dust yes/no 

• Actions: move left, move right, suck, do nothing 

• Agent functions: if dust exists, then suck, otherwise do 
nothing

A vacuum-cleaner world with just two locations

• Solution is simple: fill right column, 
various variants possible 

• Question: How do I fill this column? 
• Is there a good or bad, intelligent 

or dumb?
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Good behavior: rationality
• Rational agent 

– A rational agent is one that does the right thing… 
– First approximation, we will say that the right action is the one that will 

cause the agent to be most successful 

– Problem: How and when do we decide whether or not the agent was 
successful? 

• Performance measures 
– Subjective 

• Agent evaluates himself 

– Objective 
• Evaluation done by observer: he defines standard for being successful in the 

environment 
– Example: soccer agent
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Good behavior

• Omniscience and rationality 
– An omniscient agent knows the effects of its actions and can act 

accordingly.  
 
But: who knows it all?  theoretical. 

– Rationality: expected success based on things that can be perceived. 

• Rationality based on 
– The performance measure that defines the criterion of success.  
– The agent’s prior knowledge of the environment.  
– The actions that the agent can perform.  
– The agent’s percept sequence to date. 
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Ideal rational agent

• An ideal rational agent… 
– For each possible percept sequence, a rational agent should 

select an action that is expected to maximize its performance 
measure, given the evidence provided by the percept 
sequence and whatever built-in knowledge the agent has.  

• Autonomy 
– Inherent knowledge 
– A system is autonomous, if its behavior is determined by its 

own experience.
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Environments

• PEAS for an automated taxi 
– P: performance measure 
– E: environment 
– A: actuators/effectors 
– S: Sensors
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Environment characteristics
– Fully observable vs. partially observable 
– Deterministic vs. stochastic 
– Episodic vs. Sequential 
– Static vs. Dynamic 
– Discrete vs. Continuous 
– single-agent vs. multi-agents
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Example: standard problems: 
Chess vs. RoboCup

Chess RoboCup

Environment static dynamic

State change with each move always (real time)

Information 
access given incomplete

Sensors symbolic not symbolic

Control central distributed
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Structure of intelligent agents
• Architecture 

– Architecture can be a computer but also special hardware (e.g. image processing 
device). The architecture makes sure, that the agent gets its perceptions and also runs 
the program. 

– Agent = Architecture + Program 

• Simple program 
– Skeleton, perception sequences are accepted, internal data structures will be updated. 

– But: 
• Only one sequence at a time 
• No goal and no performance measure



Table-driven agent
• Large lookup table, will fail 
• Let P be the set of possible percepts and let T be the 

lifetime of the agent. The lookup table will contain                  
entries. Consider the automated taxi: the visual input from a 
single camera comes in at the rate of roughly 27 megabytes 
per second (30 frames per second, 640x480 pixels with 24 
bits of color information). This gives a lookup table with 
over 10250,000,000,000 entries for an hour’s driving. Even the 
lookup table for chess—a tiny, well-behaved fragment of the 
real world—would have at least 10150 entries.

33



34

Types of agent programs

• Simple reflex agents 
– condition-action rules 

• Model-based reflex agents 
– internal states

• Goal-based agents 
– explicit goals, more flexible 

• Utility-based agents 
– explicit utility functions, 

degree of happiness

We outline four basic kinds of agent program that  
embody the principles underlying almost all intelligent 
systems:
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• actions based only on 
the current percept 

• No history 
• Only works if 

environment is fully 
observable

Simple reflex agents

The agent program for a simple reflex agent in the two-state vacuum environment. 
This program implements the agent function tabulated in Figure 2.3. 
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Model-based reflex agents

• History for partial access of 
environment 

• Internal states 
• Update needs two kinds of 

knowledge: 
– How does the world 

function without agent  
– What kind of effects does 

agent have on 
environment 

 Model of the world 

• Only works if environment 
is fully observable
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Goal-based agents

• Model-based and goal-
oriented agent 

• Goal helps select actions 
• Combination of goal and 

feasible actions 
• Selection sometimes easy, 

most of the time difficult 
Search, Planning
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Utility-based agents

• Goal-orientated sometimes 
not enough 
 e.g. various paths to 
Rome 

• Priority with utility value 
• Utility function as mapping 

between state and a real 
number 

• Advantages with goal 
conflicts and uncertainty
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Learning agents

• Learning element for 
improvement 

• Performance element for 
selection of external 
actions 

• Critique: performance of 
agent? 

• Problem generator for 
exploration
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Summary
• An agent is something that perceives and acts in an environment. 

The agent function for an agent specifies the action taken by the 
agent in response to any possible percept sequence. 

• The performance measure evaluates the behavior of the agent 
in an environment. A rational agent acts so as to maximize the 
expected value of the performance measure, given the percept 
sequence it has seen so far. 

• A task environment specification includes the performance 
measure, the external environment, the actuators, and the sensors. 
When designing an agent, the first step must always be to specify 
the task environment as fully as possible.
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Summary (2)

• Task environments vary along several significant 
dimensions. They may be fully or partially observable, 
deterministic or stochastic, episodic or sequential, static or 
dynamic, discrete or continuous, and single-agent or multi-
agent. 

• The agent program implements the agent function. 
There exists a variety of basic agent program designs, 
depending on the kind of information made explicit and 
used in the decision process. The designs vary in efficiency, 
compactness, and flexibility. The appropriate design of the 
agent program depends strongly on the nature of the task 
environment. 
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Summary (3)

• Simple reflex agents respond directly to percepts, 
whereas model-based reflex agents maintain internal 
state to track aspects of the world that are not evident in 
the current percept. Goal-based agents act to achieve 
their goals, and utility-based agents try to maximize 
their own expected “happiness.”   

• All agents can be turned into learning agents that 
improve their performance through experience. 

• Decision-making process through inferences is one of the 
main ideas of AI and important for successful design of 
agents, i.e. knowledge representation is important.


